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Business-Aligned Capacity Management is the ultimate goal of a mature capacity process. Linking business needs to resource 
utilization helps to properly forecast and plan the purchase of new resources. However, it’s not always easy to translate 
mathematical models into actionable intelligence. In this paper, we will review some success stories that Sabre gathered while 
effectively tackling Business-Aligned Capacity Management. We will share a set of practical take-aways to create simple 
accurate capacity models. In the last section of the paper, the key take-aways will be demonstrated in real scenarios: full cross-
datacenter redundancy to ‘n+m’ failover policy, dedicated to shared infrastructure, we will show how to approach service 
capacity modeling when the reality of modern IT complexity strikes back.  
 
Introduction 
 
Sabre Corporation is a leading solution provider to the 
travel industry with technology and data-driven solutions 
to help their airline, hotel and travel agency customers 
grow their businesses and transform the traveler’s 
experience.  
 
Over the last 20+ years, the Sabre Capacity Management 
team has been successfully managing and planning the IT 
infrastructure. This challenge was originally solved by 
simply ensuring that each IT component had sufficient 
resources available to perform optimally. But the team 
quickly recognized that this approach provides very limited 
planning capabilities. A mature Capacity Management 
process requires registering the effects and identifying the 
cause, enabling the capacity of a service to be quantified in 
business terms: welcome to Business-Aligned Capacity 
Management! 
 
At the basis of Business-Aligned Capacity Management 
there is a unified theory called Queueing Network 
Theory.  Its fundamental laws link resource utilization to 
workload inputs. These laws are simple to use, but 
nevertheless difficult to transform into actionable 
intelligence. In the complex and always changing world of 
IT, being able to translate this powerful information into 
immediate capacity planning decisions is a critical factor.  
 
Effective capacity planning models are the key to 
successful capacity planning.  In this paper, we will share 
some practical lessons we learned while creating effective 
capacity models used in the day-by-day Capacity 
Management process. 
 
Problem Statement 
 
To share our practical lessons, we will consider a 
representation of Sabre Services, focusing on the Technical 
Services acting as the gateway to all of Sabre’s travel 
services. We will refer to these representations of 
Technical Services as: 

• Airline Services: servicing requests from airline 
customers 

• Travel Agency Services: servicing requests from 
travel agency customers 

• Hotel Services: servicing requests from 
hotel/hospitality customers. Some of the servers 
of this Technical Service are shared with other 
Sabre services. 

 

 
Figure 1: Sabre Services - Technical Services 

The goal of the Sabre capacity team is to identify the 
capacity limits of the Technical Services. This is achieved 
by creating capacity models that mathematically represent 
a service’s behavior.  Inputs are the resource utilization of 
the Technical Service and the number of incoming service 
requests.  Output is the maximum rate of requests (in 
transactions per second) that can be serviced while 
maintaining acceptable end-user experience.  
 
With a proper model, Capacity Managers can derive the 
capacity limits of services and provide evidence of these 
limits. To be an effective model, a capacity model should 
have the following characteristics: 

• Accurate: Accurate models are defined as those 
which render correct predictions. 

• Simple: The simplicity of a model correlates to 
the time required to create, update and explain it.  

Our problem statement then becomes: how can we create 
the simplest most accurate capacity model for each 
Technical Service? 



Solution 

A practical approach 
In order to create the simplest most accurate capacity 
model, it is critical to be confident with the decisions and 
the assumptions that may affect the end results. The 
following sections describe the effect of the most important 
assumptions and choices made in creating the capacity 
model.  
 
Little’s Law in the real world 
The first step to create a model is to understand how input 
and output are linked together. In literature, these links are 
explained with the Operational Laws: Little’s law1 
highlights a linear relationship between the workload 
coming into a service and its resource utilization. But how 
can we translate this relationship into actionable 
intelligence? 
 
If we plot the linear regression of this relationship and 
interpolate a threshold on resource utilization, we are able 
to identify three Operational Areas: 

• Working Area: the current operation area of the 
Technical Service 

• Residual Capacity: the operation area where the 
Technical Service can grow before breaching any 
utilization threshold 

• Extra Capacity Needed: the operation area 
where the Technical Service will not operate 
optimally 
 

 
Figure 2: Extrapolation Model 

The boundary between the Residual Capacity Area and the 
Extra Capacity Needed is the Capacity Limit defining the 
output of our capacity model. This is the Extrapolation 
Model. 
 
Key take-away: Operational laws define the mathematical 
relationships between metrics. Always translate them into 
actionable intelligence to support the decision process. 
 
Working in a changing environment: QN Models 
The Extrapolation Model provides a very simple yet 
effective way to create the capacity model for the Technical 

                                                
1 [LITTLE1961] Little, J. D. C. (1961) "A Proof of the Queuing Formula: 
L =AW," Operations Research, 9, (3) 383-387.  

Service. This model however is limited:  it cannot represent 
changes from the current scenario.  
 
To overcome this limitation, it is necessary to complete the 
modeling exercise by creating a parameterized 
mathematical representation of the service, or a Queuing 
Network (QN) model. Since QN theory links together all 
the measures defining a service, a QN model provides the 
opportunity to interact with the results, modeling any 
possible change to the service in terms of hardware 
configuration or number of servers. 
 
Key take-away: Creating an accurate QN model is the 
extra step needed to unlock the full potential of an accurate 
capacity model. It provides the capabilities to not only 
predict if and when the capacity threshold will be breached, 
but also define and verify a plan to remove the bottleneck 
or improve the efficiency of a service. 
 
A Capacity Planning Analysis 
The Extrapolation Model and the QN Model should be 
considered a starting point: they help to identify if we are 
going to exceed the Technical Service capacity. Things 
become even more interesting if we want to determine 
when we are going to exceed any capacity threshold. 
 
Sabre’s capacity team achieved this maturity by creating a 
dedicated chart to provide immediate access to this 
information. A standard Capacity Plan Analysis contains 
the following information 

• Event Rate (blue line): historical peaks of 
service requests for the Technical Service 

• Pool TPS Forecast (green line): expected peak 
demands for the Technical Service calculated 
from business unit forecasts, project impact 
estimates and historical seasonality trends; 
compiled by the capacity team 

• Pool Capacity (red line): capacity limit of the 
Technical Service expressed in business terms; 
calculated using the capacity model 

 

 
Figure 3: A Capacity Planning Analysis 

 



Key take-away: Foreseeing when the capacity of the 
Service will be exceeded is more critical than determining 
if the Service is currently performing optimally. 
Collaborate with other teams to properly predict the 
demand for the Service and compare it with the limit 
calculated by the capacity model. 
 
Examples of Capacity Models 
Using this practical approach, we now consider how to 
create the simplest most accurate capacity models for the 
three Technical Services introduced in the Problem 
Statement. 
 
Airline Services 
The “Airline” Technical Service is hosted and fully 
replicated in two datacenters, DC1 and DC2. To ensure 
business continuity, both data centers must be able to 
service the peak demand in case one data center is out of 
service. This scenario can be modeled by representing the 
capacity limit of the service as the lowest capacity limit 
between the two datacenters. 

 
Figure 4: Airline Services - Description 

Creating the Extrapolation Model for each server, it is 
possible to easily identify the different Operational Areas. 
Having the Operational Areas, the capacity limits for each 
server can be easily derived. 

 
Figure 5: Airline Services - Extrapolation Model 

To model the full-datacenter redundancy, the capacity limit 
for each datacenter can be derived as the sum of the 
capacity limit for all the servers in that datacenter.  The 
underlying assumption in this approach is that incoming 
service requests are balanced to use the full capacity of 
each server. 

 
Figure 6: Airline Services - Capacity Limit Aggregation 

The Capacity Limit of the Technical Service is then 
identified as the lowest capacity limit between the two 
datacenters. The Capacity Planning Analysis, created 
collecting all these details, provides also the possibility of 
comparing the performances of the two datacenters over 
time. In this case, the two datacenters are completely 
identical and have the same capacity limit. 
 

 
Figure 7: Airline Services - Capacity Planning Analysis 

Travel Agency Services 
The “Travel Agency” Technical Service’s business 
continuity is guaranteed by reserving 10% of the servers to 
be out of service at any time. In this case, 2 out of 20 servers 
are still receiving service requests, but the capacity limit of 
the service should be calculated as if any 2 servers were out 
of service. In addition, the “Travel Agency” Technical 
Service is the oldest and largest pool: since it evolved over 
time, it poses the unique challenge of being hosted on three 
generations of servers and service requests are not evenly 
distributed across all servers. 
 

 
Figure 8: Travel Agency Services - Description 



In this scenario, starting from the contribution of each 
servers creates some difficulties in terms of simplicity and 
accuracy: what are the servers that should be considered for 
failover? How to control the risk of creating a more 
aggressive or conservative model? 
 
Running the Extrapolation Model on all the servers, it is 
possible to identify the Operational Areas for each server.  
 

 
Figure 9: Travel Agency Services - Extrapolation Model - Single Servers 

As it is possible to observe from Figure 9, the Extrapolation 
Models highlight behavior variations caused by the 
different server configurations and request mixes. In this 
way, it is possible to identify the configuration having the 
worst performance by the data series with the highest 
Resource Utilization. 
 

 
Figure 10: Travel Agency Services - Extrapolation Model 

Using a very conservative approach, the Capacity Limit of 
the Technical Service can be calculated with the 
assumption that all the other Technical Service servers 
(minus the 2 dedicated to failover) behave at least as well 
as the one with the worst performance. 
 

 
Figure 11; Travel Agency Services - Capacity Limit Aggregation 

The final Capacity Planning Analysis collects all of this 
information in a single chart. 
 
                                                
2 [VASCO2017] Vasco, A. Davies, B. (2017) “Multivariate IT capacity 
modeling, A. Vasco, B. Davies” 

 
Figure 12: Travel Agency Services - Capacity Analysis 

Hotel Services 
Similarly to “Airline”, in “Hotel” Technical Service 
business continuity is ensured by full cross-datacenter 
redundancy, DC1 and DC2. However, this service is run on 
a mixed infrastructure. Each datacenter has 2 servers 
dedicated to the “Hotel” Technical Service, while 2 servers 
are shared with 2 other services.  

 
Figure 13: Hotel Services - Description 

To model the shared infrastructure, it is necessary to 
introduce the concept of Multivariate Analysis (MVA)  
 
“[MVA] is a statistical procedure for analysis of data 
involving more than one type of measurement or 
observation. It may also mean solving problems where 
more than one dependent variable is analyzed 
simultaneously with other variables.” When applied to IT 
Capacity Modeling, MVAs (...) provide a framework 
capable of predicting the resource consumption (e.g. 
utilization of CPU) starting from multiple, independent 
inputs (e.g. different business processes)” 2 
 
Following a divide-and-conquer approach, the Technical 
Service capacity model is created by splitting it into simple 
sub-models. 

 
 



Divide: Dedicated Infrastructure  

For the dedicated infrastructure, creating the Extrapolation 
Model for each server, it is possible to easily derive the 
capacity limits for each server. 

 
Figure 14: Hotel Services – Dedicated Infrastructure 

Divide: Mixed Infrastructure 
Using a MVA and a QN model, it is possible to derive the 
capacity limits for all 3 workloads running on the shared 
servers. It is also possible to model more complex future 
scenarios where workloads are expected to grow at 
different rates. 
 

 
Figure 15: Hotel Services - Shared Infrastructure 

Conquer: Derive the Capacity Model 
After creating the capacity model for each scenario, the 
capacity limit for the “Hotel” Technical Service is 
calculated by aggregating all the contributions. Service 
requests are assumed to be balanced to use the full capacity 
of each server whether it is dedicated or shared. Since full 
cross-datacenter redundancy has to be guaranteed, as in 
“Airline Services” we first need to derive the capacity limit 
for each datacenter. 
 

 
Figure 16: Hotel Services - Capacity Limit Aggregation 

The final Capacity Planning Report collects all of this 
information in a single chart. The capacity limit of the 
“Hotel” Technical Service is derived as the lowest capacity 
limit between the two datacenters.  Also In this case, the 
two datacenters are completely identical and have the same 
capacity limit. 

 
Figure 17: Hotel Services - Capacity Planning Analysis 

Conclusions 
 
Business-Aligned Capacity Management represents the 
highest maturity level for a Capacity Management process, 
but translating theoretical laws into actionable intelligence 
requires the capacity manager to be confident at each step 
with the decisions and assumptions that may affect the end 
results. The creation of these models allowed Sabre to 
confidently size and grow these Technical Services. These 
resource optimizations allowed Sabre to better serve their 
internal customers, who in turn are now better able to serve 
the traveling public. 
 
Mastering the art of creating the simplest most accurate 
capacity models makes it possible to represent modern IT 
infrastructures: by simplifying and splitting the most 
complicated challenges, reducing them to a well-known 
problem, it is possible to create effective models to support 
the Capacity Management process. 
 
Ultimately the quest for the best model should balance 
simplicity and accuracy, always remembering that “done 
is better than perfect!

 


